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Abstract: 

 
Connecting collections across institutions and discovering hidden knowledge has always been our goal. 

Due to disparate data sources, differing levels of quality and granularity in the data sets and varying 

terminologies used for concepts and entities, this has proved to be a challenge. Barring standardisation 

across knowledge repositories, which is an insurmountable task, the next best thing will be to explore 

how text mining techniques together with linked data technology may be of help to support semantic 

searches.  

 

Working on text mining techniques to identify works and entities, the National Library Board of 

Singapore (NLB) has discovered a way to link its resources to other institutions’ knowledge bases.  This 

approach was implemented across the collections of NLB, the National Archives of Singapore (NAS), 

and the National Heritage Board (NHB) which manages the museums in Singapore. Conducting a 

search on the respective portals will enable users of these institutions to retrieve contextualised results 

from all three institutions.  

 

An entity widget was created and deployed on the various portals. An example would be at NHB’s 

“Roots” page where visitors looking for previously undiscovered heritage connections will be able to 

supplement their research through the widget. This will link them to NLB and NAS resources defined 

by events, people, places or organisations identified in NHB’s content. Based on linked data’s resource 

description framework (RDF) and an entity recognition software, connections between entities are 

extracted, disambiguated and established. NLB proposes that such a widget can be deployed on the 

websites of interested institutions. 

 

Using the same technical infrastructure, we highlighted the works of prominent Singapore Chinese 

pioneers in collaboration with the Singapore Federation of Chinese Clan Associations. The collated 

results form a knowledge base of these illustrious pioneers who can be traced back to China and their 

connection to overseas Chinese. 

 

This paper will also address the issues faced with text mining and entity linking, the importance of 

named entities creation and how data mining can enhance knowledge discovery. NLB’s efforts can help 

other libraries to connect with similar institutions in their community. 
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1        Introduction 

 
Organisations today have a variety of tools to automate data collection at their disposal. As a result, 

huge amounts of data are being collected and stored in various information repositories. To make sense 

of the data, data mining techniques are applied to extract useful information.  Data mining refers to 

studying large datasets and uncovering previously unknown information (knowledge) or patterns which 

will aid in decision-making processes. Data mining techniques encompass a combination of methods 

from domains such as artificial intelligence (e.g. machine learning), statistics, database systems, 

information retrieval, visualisation etc. (Han, Kamber, & Pei, 2012) 

 

Before identifying the appropriate data mining techniques to be used, it is important to first understand 

the type of data which the organisation intends to extract information from.  

 

2        Understanding Data 

 

Data can be structured or unstructured. Structured data is data that has a “definite format and length, 

easy to store and analyze with high degree of organisation” (Eberendu, 2016). Data in an Online Public 

Access Catalogue (OPAC) is an example of structured data. 

 

Unstructured data, as the name suggests, has no structure. It cannot be stored in an “organised” manner 

i.e. in rows and columns. Unstructured data can be textual and nontextual. Textual unstructured data is 

data found in articles, documents, reports etc. Examples of nontextual unstructured data would be 

images and videos.  

 

As structured and unstructured data are distinctly different, the tools used for mining these data differ.  

 

3        Leveraging Text Mining for Entity Extraction on Unstructured Data 

 

NLB has a substantial amount of content in the form of textual unstructured data in its digital collection. 

This content comes from microsites such as Infopedia1 and HistorySG2 and archival resources, like 

transcripts from oral interviews which are available on Archives Online3 site. There is an opportunity 

to tap on this unstructured content to “connect users to more and varied collections within NLB, which 

they might not know exist” (Goh, 2018). To achieve this, usable information from the unstructured 

content has to be extracted.   

 

NLB implemented text mining on the unstructured datasets. Text mining is knowledge discovery 

through the extraction of information from unstructured data such as content on websites and full-text 

documents.  

 

One component of text mining is Natural Language Processing (NLP) which refers to the “automatic 

processing and analysis of unstructured textual information” (Popowich, 2005). NLP applications 

typically rely on two approaches: statistical approach, where the words on the unstructured text are 

processed and rule-based approach, involving ontologies and taxonomies (Popowich, 2005).  

 

Before applying NLP on unstructured text, pre-processing on the raw data to identify format and 

character set needs to take place (Moreno & Redondo, 2016). Once this is done, the text is analysed 

with a series of tools, each performing a particular process on the text, until information is extracted. 

This procedure involves finding a pattern which matches a rule and applying the rule. To achieve this, 

there are several text mining tools available: 

 

                                                 
1 Infopedia. Last accessed on 26 April 2019. eresources.nlb.gov.sg/Infopedia/ 
2 HistorySG. Last accessed on 26 April 2019. eresources.nlb.gov.sg/history 
3 Archives Online. Last accessed on 26 April 2019.www.nas.gov.sg/archivesonline/ 
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Tokenisation (also known as word segmentation) is a pre-processing task involving the breaking up 

of a string of words, through the use of spaces between each word, to identify the basic unit to be 

processed (Webster & Kit, 1992).  Each basic unit is referred to as a token. 

 

Sentence segmentation is the process of “determining the longer processing units consisting of one or 

more words” (Palmer, 2007).  

 

During Part-of-Speech tagging, a label is assigned to each word in a text corpus to indicate the part of 

speech and also the grammatical category such as noun, verb, adjective, person, gender etc. (Jahngiri, 

Kahani, Ahamdi, & Sazvar, 2011).  

 

NER is a subtask of information extraction and is used to identify and normalise relevant concepts in 

unstructured text. NER techniques extract entities (names of people, organisation, places, events etc.) 

from text strings and allocate each entity a “semantic type” (Kang, Singh, Afzal, Mulligen, & Kors, 

2013).  

 

NER systems are used extensively in different NLP tasks (Singh, Goyal, & Lehal, 2012). Knowledge-

based NER systems rely on a word-dictionary that is based on the specific domain. Domain experts are 

required to create and upkeep the knowledge resources. Machine learning NER systems are able to 

“make predictions by training on example inputs and their expected outputs” (Yadav & Bethard, 2018). 

Examples of such systems are the Hidden Markov Models (HMM), Support Vector Machines (SVM) 

and Conditional Random Fields (CRF) (Yadav & Bethard, 2018). 

 

NLB engaged a vendor to carry out NLP on the content available on its microsites as well as on National 

Heritage Board’s (NHB) RootsSg website4. Two of the processes mentioned above were utilised: Part-

Of-Speech (POS) tagging and NER. The identification and extraction of entities had to be based on the 

Part-of-Speech in which they appeared in the unstructured content.  As the requirement was for localised 

entities to be extracted, the extracted keywords could subsequently be matched to NLB’s word-

dictionary which comprises terms from its Knowledge Organisation System (KOS) that focuses on 

describing and controlling local entities. These include controlled vocabularies, taxonomies and 

authority records (including the variant names of the entities) and bibliographic information of these 

entities. The entities were then classified into pre-defined types; either as entity type People, entity type 

Organisation, entity type Place or entity type Event. A unique identifier was assigned to each identified 

entity, linking it to the KOS that contains additional attributes about the entity such as birth and death 

dates, nationality and occupation.  

 

The entities extracted from the NER process were used as access points to related information.  Users 

reading an article that has been processed are conveniently provided with relevant links to NLB’s 

collection based on the entities mentioned in the article.  This is described further in this paper under 

the section on discovery widget and entity page.   

      

In the course of entity extraction from the unstructured content, there were entities which were extracted 

but had no match in the authority records. Records for these entities were considered for creation in 

NLB’s KOS after establishing that they are “significant to Singapore’s political, economic, social, 

cultural or historical context” (Puay Eng, Hong, & Jailani, 2018). 

 

4        Utilising NLB’s Knowledge Base for Knowledge Graph Building  

 

Knowledge Organisation Systems  

 

Knowledge Organisation Systems (KOS) is a generic term for thesauri, classification schemes, authority 

records, ontologies and subject headings (International Society for Knowledge Organisation, 2019). 

The use of KOS in a digital library helps with the organising and retrieval of information. With the 

                                                 
4 RootsSG. Last accessed 18 May 2019. https://roots.sg  
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KOS, a user can satisfy his information need through the identification of “an object of interest without 

prior knowledge of its existence” (Hodge, 2000).  

 

Authority Records 

 

Authority records contain standardised names of people, organisations, places etc. The creation of 

authority records allows for authority control which refers to the establishing of “a recognised form for 

an entity name and using that form whenever the name is needed as an access point” (Library of 

Congress, 2019). In addition, it helps to “disambiguate a polysemous entity mention or infer that two 

orthographically different mentions are the same entity” (Dredze, McNamee, Rao, Gerber, & Finin, 

August 2010). 

 

NLB has been developing and maintaining “user-centric, Singapore-centric and Southeast Asian-centric 

name authorities” (Puay Eng, Hong, & Jailani, 2018) as part of its KOS. These authority records contain 

established terms for Singapore and Southeast Asian entities, in a more local context (e.g. dialect names 

for ethnic Chinese). There are also entries for entities which are not included in international authorities, 

such as Library of Congress Name Authority (LCNA), but are needed for digital cataloguing purposes. 

In the “People” class, an example of a Singapore-centric entity would be a local politician such as Mr 

Heng Swee Keat (Deputy Prime Minister). The creation of local name authority records is a rigorous 

process which includes research and fact-checking based on “acceptable sources of data” and “cross-

validating reference sources” (Puay Eng, Hong, & Jailani, 2018). Such a process is necessary to ensure 

that the records are authoritative and trustworthy.  

 

The initial purpose for the creation of authority records was to assist library users in their search of 

NLB’s resources, both physical and digital, by ensuring that the description and indexing of entities 

was consistent and factual (Puay Eng, Hong, & Jailani, 2018).  With the advent of Linked Data, NLB 

saw the need to continue to build on the authority records by adding more entities and expanding on the 

description of the entities.  

 

Linked Data refers to the “collection of interrelated datasets on the Web” (Linked Data, 2019).These 

datasets must be available for access in a standard format and the relationships that exist amongst these 

data should be made explicit (Linked Data, 2019).   

 

For NLB, the relationships amongst the entities and their attributes/properties form the knowledge base. 

Taking “People” entity as an example, the description for such an entity will include properties such as 

name of spouse, name of children, related educational institutes, affiliations, Uniform Resource 

Identifiers (URIs) from known knowledge bases such as Virtual International Authority File (VIAF5) 

and DBpedia6. These contextual relationships and information help to disambiguate different entities 

with the same name as well as to enable contextually-linked resources to be discoverable on the 

semantic web (Puay Eng, Hong, & Jailani, 2018). By expanding on the description of these entities, 

NLB was able to provide the “entity page” as a service. This models after Google’s Knowledge Panel 

and will be elaborated further in section 5.  

 

Knowledge Base and Knowledge Graphs 

 

NLB’s knowledge base is Singapore-centric in coverage and contains important concepts, instances and 

relationships in the domain. In recent years, knowledge bases have received much attention as they are 

crucial in the support of various web-based applications and also support the creation of knowledge 

graphs. Google’s Knowledge Graph and DBpedia are examples of knowledge bases. 

 

The term “Knowledge Graph” was introduced in 2012 with the launch of Google’s Knowledge Graph 

(Singhal, 2012). Knowledge graphs, also known as Resource Description Framework (RDF) graphs 

                                                 
5 VIAF. Last accessed 26 April 2019. https://viaf.org 
6 DBpedia. Last accessed 26 April 2019.https://wiki.dbpedia.org/ 
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(Färber, Bartscherer, Menne, & Rettinger, 2016), illustrate the semantic relationships of real-world 

objects.  

 

For NLB to build its knowledge graph, it needed to construct a data model: NLBDM (NLB Data Model). 

A data model structures data elements based on a set of rules to facilitate storage and retrieval. It has to 

be extensible, flexible and interoperable to support different datasets and future applications (Hussein, 

2015). 

 

The NLBDM was built on the first iteration of Library of Congress’ Bibliographic Framework 

(BIBFRAME). BIBFRAME was chosen as the vocabulary supports Resource Description and Access 

(RDA) and RDF which are both standards that NLB adheres to (Hussein, 2015). It recognises “entities, 

attributes and relationship between entities” (Library of Congress, 2019). Additionally, the NLBDM 

allows for the inclusion of Schema.org structured data which will be crucial for web discovery.  

 

To satisfy the requirements for an entity discovery service, the NLBDM was extended to cater for 

additional descriptive information about the various entities from the four classes of People, 

Organisation, Places and Events. The entire datasets comprising NLB’s authority data as well as related 

bibliographic data (MARC and Dublin Core) had to be converted into RDF triples. The triples were 

contained in a RDF graph database (triplestore). A RDF graph database consists of a “finite set of RDF 

triples” (Färber, Bartscherer, Menne, & Rettinger, 2016) with each triple containing the following RDF 

terms: a subject, a predicate and an object. A subject is the identified resource and a predicate, the term 

used to describe a property of the resource and connect the object to the subject using a specific context. 

An RDF term can be a URI, a blank node or a literal.  

 

In Figure 1, we have the triple representation for entity “Kevin Kwan” taken from NLB’s triplestore. 

 

 
Figure 1: Triple statements of entity “Kevin Kwan 

 

 

Below is an example of a triple statement taken from the above representation: 

 

Subject  Kwan, Kevin http://eresources.nlb.gov.sg/ID/NLBDM/vocab/NtfHisl3Uxk 

Predicate Education  http://eresources.nlb.gov.sg/ID/NLBDM/vocab/education 

Object Parsons School 

of Design 

http://eresources.nlb.gov.sg/ID/NLBDM/vocab/3KOF2L-aOD8 
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The subject, predicate and object in the relationship is represented by a HTTP URI, which allows a user 

to locate more information about the object or concept.  In a graph database, the triple statements are 

inter-connected; a subject can be the object and an object, the subject of another triple relationship. 

 

5 Transforming Information Services  

 

Discovery Widget: Enhancing Search and Discovery through the Use of a Knowledge Base 

 

With the knowledge base in place, NLB was able to enhance its search and discovery function. In a 

typical scenario, search engines retrieve results based on matching keywords to the search terms. To 

identify if the information is relevant to their needs, users need to check on multiple resources before 

the required information can be obtained. This is time-consuming and does not enhance users’ search 

experience. 

 

Here is an example of such a scenario: 

 

A user is looking for resources on Sir Stamford Raffles. Using the search terms “Sir Stamford Raffles” 

on Google, available resources will be retrieved and displayed on the results page. The user will have 

to click on each link to get to that particular resource (Figure 2). 

 

 
Figure 2: Search Engine Results Page for search term “Sir Stamford Raffles” 

 

Based on the triples stored in the graph database, NLB was able to provide a service which is known as 

an “entity page”7. Through these entity pages, which are based on the controlled list of name authorities 

segmented into the pre-defined classes of Place, Organisation, People and Event, related resources for 

a specific entity were pulled based on their RDF data and presented in one location. In the above 

scenario, available NLB resources will be retrieved and presented to the user on Sir Stamford Raffles’ 

entity page which can be seen in Figure 3.  

 

An entity page is a page which describes said entity. Each page contains the following: Photographs, 

Attributes, Relationships and Resources. 

 

 

                                                 
7 NLB’s entity page. Last accessed 26 April 2019. eresources.nlb.gov.sg/linkeddata/ 
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Photographs 

 

These photographs come from NLB’s PictureSG8 website and Archives Online (Figure 3).  

 

 
Figure 3: Entity page of Sir Stamford Raffles (left); Source photo from PictureSG (right) 

 

A user can click on the photograph and be directed to the source to obtain additional information. In the 

example above, clicking on the photo of Sir Stamford Raffles’ statue brings the user to the PictureSG 

site. There is a brief description of the photo as well as subjects related to the photo. 

 

Attributes 

 

These are additional information on the entity and the properties differ across the classes of entities. For 

example, information on entity type “People” will contain “Occupation” and “Awards” while that of 

entity type “Place” will display “Street Address” and “Postal Code”.  

 

  
Figure 4: Attributes from “People” class and “Place” class 

 

In the above examples, the following attributes are displayed: 

 

“People” - Place of Birth, Occupation, Birth Date, Achievement, Death Date, Name of Parent, Authority 

Link, Profile Image, Nationality, Spouse, DBpedia link 

 

                                                 
8 PictureSG. Last accessed 26 April 2019.  http://eresources.nlb.gov.sg/pictures/ 

 
“People” Attributes “Place” Attributes 

Photo of Sir Stamford Raffles from PictureSG Entity Page of Sir Stamford Raffles 
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“Place”- Street Address, Year of Completion, Feature Type, DBpedia link, Country, Postal Code, 

Authority Link 

 

Relationships 

 
The “Explore More” button displays the connection between entities in the four classes. In the following 

example, under People class, the historical entity linked to Raffles Hotel is Aloysius Cuthbert 

Shepherdson (Figure 5). 

 

Figure 5: Click on the “Explore More” button to retrieve granular relationships between entities  

 

Users can discover more about the entity’s relationships with other entities by clicking on the bubbles. 

Figure 6 displays entities in other classes which are related to Aloysius Cuthbert Shepherdson. 

 

 

 
Figure 6: Entity relationships under the People class 

 

If users want to find out more about the entity, they can click on the magnifying glass symbol and it 

will bring them to the entity page of said entity (Figure 7).  

Classes related 

to the entity 

Click here to go 

to entity page 
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Figure 7: Related entity page  

 

 

Resources 

 

The resources which are related to the entity “Raffles Hotel” are retrieved and presented in four clusters: 

“About”, “Memories”, “Works By” and “Related Subject” (Figure 8). The links under each cluster bring 

the user to the different resources.  

 

 
Figure 8: Four clusters of resources 

 

  

Links under the “About” cluster bring users to resources which focus on the entity as the subject. These 

can be articles and photographs from our digital collection and books from our physical collection.  

 

Example of a triple statement: 

 

Subject Raffles Hotel 

Predicate Subject Of 

Object Raffles Hotel 2008: exterior (photograph) 
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The “Memories” cluster retrieves related resources from the Singapore Memory Project9 (SMP) portal. 

SMP is a crowd-sourcing initiative, allowing Singaporeans to share their fondest memories. Figure 9 

shows a “memory” that is related to Raffles Hotel. 

 

Example of a triple statement: 

 

Subject Raffles Hotel 

Predicate Subject Of Memory 

Object “Long Bar in the Raffles Hotel: three guests having Singapore Sling cocktails” 

 

 

 
Figure 9: An example of a resource related to Raffles Hotel retrieved from the SMP portal 

 

Links under “Works By” are resources crediting the entity as a creator. In the Raffles Hotel example, 

one of the works is a collection of menus created by Raffles Hotel, from 1900 to 1941. This work is 

available as a reference resource in NLB’s Lee Kong Chian Reference Library (Figure 10).  

 

Example of a triple statement: 

 

 

                                                 
9 Singapore Memory Project. Last accessed 26 April 2019. www.singaporememory.sg 

Subject Raffles Hotel 

Predicate Creator 

Object “Menus from Raffles Hotel, Singapore,1900-1941” 

http://www.singaporememory.sg/
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Figure 10: A catalogue view of the resource created by Raffles Hotel  

 

“Related Subjects” cluster points the user to other resources which are linked to the entity by subject 

matter. Through the same category “Hotels and Motels”, users are able to discover “Charles Emmerson” 

who owned two hotels in 19th century Singapore (Figure 11). 

 

Example of a triple statement: 

 

Subject Raffles Hotel 

Predicate Related by Subject: Hotels and Motels 

Object Charles Emmerson 

 

 

 
Figure 11: “Charles Emmerson” and “Raffles Hotel” are linked by the subject “Hotels and Motels” 

 

When users click on the link above, they will be brought to the Infopedia article on Charles Emmerson 

where they can find out more (Figure 12). 
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Figure 12: NLB’s Infopedia article on “Charles Emmerson” 

 

With the entity pages, users’ search experience is enhanced as they now have direct access to resources 

related to their topic of interest.  These resources are grouped according to specific contexts afforded 

by the relationships (predicates) in the data (triples), allowing discovery that is guided and directed by 

the users’ needs. 

 

To complement the entity pages, NLB developed a discovery widget. This widget is embedded on 

Infopedia and HistorySG’s article pages, as well as Archives Online’s resource pages for Posters, Maps 

and Building Plans, Speech and Press Releases and Audiovisual and Sound Recordings. 

 

Clicking on the names in the widget brings the user to the entity page (Figure 13).  The widget uses the 

results of the NER extraction grouped into 4 classes of entities: People, Places, Organisations and 

Events. The entity pages allow NLB’s collection to be presented in a more holistic manner, providing 

resources in specific contexts for users to discover relationships more meaningfully amongst our 

resources. 

 

 
Figure 13: Discovery widget showing “People” entities (left); entity page of John Crawfurd (right) 
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OneSearch Knowledge Panel 

 

In 2017, NLB launched the “Knowledge Panel” feature on the OneSearch10 portal. OneSearch is NLB’s 

search platform, aggregating resources from NAS, NHB and National Gallery of Singapore (NGS). 

 

When a user searches for content related to a local entity that exists in our triplestore such as 

Singaporean author Catherine Lim, a knowledge panel will be displayed at the top of the search listing. 

Pulling data from NLB’s triplestore, this panel provides a brief description of the entity as well as related 

photographs (Figure 14).  

 
Figure 14: OneSearch Knowledge Panel featuring Ms Catherine Lim 

 

6 Collaboration with External Agencies 

 

Whole of Government Effort in Named Entity Creation 

 

NLB aims to provide guidance in “name creation standards and control” through sharing of best 

practices and by promoting the use of NLB established terms (Puay Eng, Hong, & Jailani, 2018) with 

other  government agencies.   

 

To this end, NLB has been sharing its authority records with other government agencies, such as NHB, 

so that colleagues from these agencies need not create and maintain a separate list of the same entities. 

In addition, overall search results could potentially be improved since there is consistency in the 

indexing process, based on NLB’s name authorities, across government agencies.  

 

Singapore Chinese Pioneer Project 

 

NLB embarked on the Singapore Chinese Pioneer project with the National University of Singapore 

(NUS) and Singapore Federation of Chinese Clan Associations. The objective was to highlight 

prominent Chinese pioneers in Singapore, their relationship with one another and also the tracing of 

their roots to China.  

 

The interface on the Singapore Chinese Pioneer’s website allows users to search for notable Singapore 

Chinese personalities and outputs the relationships among them (Figure 15a). A search on businessman 

“Aw Boon Haw” highlights his relationship with other prominent Chinese pioneers and also displays 

his biographical information. The collated results build on the knowledge base of eminent pioneers as 

the entities in the Singapore Chinese Pioneer’s website are linked to NLB’s entity pages featuring the 

same pioneer (Figure 15b). 

                                                 
10OneSearch. Last accessed 15 May 2019. search.nlb.gov.sg 

Knowledge Panel 
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Figure 15a: Singapore Chinese Pioneer’s website, showing the relationship among the Chinese pioneers 

 

 
Figure 15b:  Aw Boon Haw’s entity page 

 

NLB Open Data Initiative: NLB Labs 

 

NLB’s Open Data Initiative provides yet another opportunity for NLB to collaborate with other 

government agencies.  

 

NLB Labs11 is a platform which was set up to encourage collaboration with other industry players and 

to highlight NLB’s efforts in developing new services. The entities from the NER process were 

transformed into RDF triples and are available for download on NLB Labs.  NLB provides the datasets 

with the intention for them to be used to “create new and innovative information services that will 

provide an enriched library experience for users” (NLB Labs, 2019). 

 

                                                 
11 NLB Labs. Last accessed 17 May 2019. www.nlb.gov.sg/labs/ 



15 

 

 
Figure 16: Landing page of NLB Labs (top) and the RDF datasets (bottom) 

 

 

7 Challenges Encountered as Part of the Text Mining Process 

 

With the entity pages and the use of the entities extracted from the NER process in the Discovery 

Widget, NLB is on the right track to achieve its goal; to connect users to more and varied resources.  

 

However, the process of text mining was not without its challenges. There were instances of incorrect 

entities being extracted as well as extracted entities not getting a match in the word-dictionary (Goh, 

2018). 

 

With the advent of Big Data, there is a need to focus on entity disambiguation and resolution through 

URI linking (Machanavajjhala, 2019) so as to reduce multiple mentions of the same entity to a canonical 

one. In this vein, NLB is still working on entity disambiguation for entities in its authority records. 

Efforts to include URIs for linking to both external authoritative datasets as well as internal linking to 

enhance the graph relationships of these entities is underway as well. 

 

An important learning point from this project is that there is a need to look into elevating staff’s 

competencies as knowledge workers through the exploration of open-source NER tools such as GATE 

ANNIE. GATE is a tool that “excels at text analysis of all shapes and sizes”. The information extraction 

system is called ANNIE12 which is able to recognise a number of different types of entity such as 

People, Places and Organisations. NLB utilised this open-source tool for its OneSearch Spatial 

Discovery 13 service which allows users to interact with high resolution geo-referenced maps. These 

maps come from NAS’ Maps and Building Plans database and National Library’s Rare Maps collection 

(National Library Board, 2019). Depending on the feasibility, ANNIE might be used for subsequent 

NER initiatives. 

 

 

 

 

 

 

 

 

                                                 
12 GATE. Last accessed 30 May 2010. http://services.gate.ac.uk/annie/ 
13 One Search Spatial Discovery. Last accessed 30 May 2019. search.nlb.gov.sg/spatialdiscovery/ 
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8 Conclusion 

 

The use of text mining on NLB’s unstructured content has allowed for the serendipitous discovery of 

information across Singapore’s cultural institutions. Using NER technique, entities from unstructured 

content were extracted, disambiguated and established. Authority data and bibliographic data were 

RDF-ised and stored in a triplestore. Having a triplestore allowed NLB to transform its information 

services through the provision of the entity pages and the OneSearch Knowledge panel. The availability 

of open source tools such as GATE, Apache OpenNLP and Standford’s Core NLP suite will allow NLB 

to continue on its NER journey, and in the process, provide more new and exciting services.  
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